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ABSTRACT
This work investigates the interplay between Child-Computer Interaction and attachment, a psychological construct that accounts
for how children perceive their parents to be. In particular, the article makes use of a multimodal approach to test whether children
with different attachment conditions tend to use differently the
same interactive system. The experiments show that the accuracy
in predicting usage behaviour changes, to a statistically significant
extent, according to the attachment conditions of the 52 experiment participants (age-range 5 to 9). Such a result suggests that
attachment-relevant processes are actually at work when people
interact with technology, at least when it comes to children.
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1

INTRODUCTION

Attachment is a psychological construct that accounts for the tendency of children to perceive positively or negatively the relationship with their parents [33]. In particular, child psychiatrists say that
the attachment condition is secure when the perception is positive
(children tend to consider their parents responsive and consistent)
and insecure when it is negative (children tend to consider their
parents unresponsive and inconsistent) [15]. The main reason why
attachment is important is that, while developing in early childhood,
it shapes one’s model of close relationships during the whole life,
thus affecting romantic partnerships, friendships or professional
collaborations in adult life [21]. In addition, recent observations suggest that attachment plays a role in Human-Computer Interaction
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too [24] and, therefore, it might influence the way users interact
with technology during the entire life. For this reason, this article
investigates whether there is a relationship between attachment
condition and ability to respond to an interactive system.
The experiments have involved 52 children (age range 5-9) interacting with a system that delivers the Manchester Child Attachment
Story Task (MCAST), a test commonly used to assess the attachment condition of school-age children [15]. The system leads its
users through a sequence of steps in which they are expected to
alternatively perform two main tasks, namely listening to short
story stems and representing their continuation with the help of
two dolls, mummy doll and baby doll. The system is equipped with
sensors that capture behavioural cues likely to account for the task
being performed, namely head pose and movement of the dolls
(instrumented with inertial sensors). Therefore, the analysis of the
cues allows one to test if and how the children respond to the system according to the way this latter is designed, i.e., whether they
perform the task that, at any interaction step, they are expected to
perform.
The main reason for relying on behaviour analysis is that traditional approaches for studying how users interact with software (e.g., think-aloud, interviews, questionnaires or rating scales)
have been shown to have limited effectiveness with children. The
main reason is that these can have difficulties in verbalising their
thoughts [5, 12, 30]. In addition, asking children about their feedback can disrupt the interaction flow and affect the outcome of the
evaluation [20]. Finally, obtaining genuine and trustworthy comments can be challenging as children may feel compelled to satisfy
adults [16, 23, 30], especially when questions are difficult to answer
or boredom emerges [5, 30].
The results show that a multimodal approach can recognise the
task a child performs at a given moment well above chance. However, what is most important is that the recognition performance
tends to be higher, to a statistically significant extent, for secure
children. In other words, these latter appear to respond more consistently to the design of the system, i.e., they tend to perform
more consistently the task planned for a particular interaction step.
Such an observation is important because it seems to confirm that,
in line with Attachment Theory [7], secure children appear to be
more adept at activating the right behavioural response when they
receive a given stimulus (mainly because their parents have been
responsive and consistent in early childhood interactions). Therefore, it seems to confirm that attachment can actually play a role in
HCI [24].
To the best of our knowledge this is one of the earliest works
dealing with the role of attachment in HCI, especially when it comes
to children. The results of the work are important because the
typical percentage of insecure children is between 40% and 50% [13,
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25]. Therefore, effects like those observed in the experiments of
this article might reduce the chances of many users to fully benefit
from technology, in violation of the principles underlying inclusive
design [18].
The rest of this article is organised as follows: Section 2 describes
previous work, Section 3 describes the system used in the experiments, Section 4 presents the analysis approach, Section 5 reports
on experiments and results, and the final Section 6 draws some
conclusions.

2

PREVIOUS WORK

The experiments of this work revolve around the automatic analysis
of the way children interact with a software system. For this reason,
this section surveys previous work on automatic analysis of users’
behaviour. Overall, the literature suggests that the main reason
to replace traditional methodologies (e.g., questionnaires, surveys,
interviews, etc.) with automatic approaches is that these are more
efficient and provide more objective and measurable results [10].
Furthermore, they expand the number of usage features that can
be monitored, thus making it easier to evaluate and compare different designs [19]. Finally, the use of traditional approaches based
on users’ feedback have limited effectiveness when the users are
children (see Section 1 for more details).
The extensive survey in [19] covers approaches based on usage
data or system logs and shows that the literature addresses four
main tasks, namely generation of user performance metrics, identification of anomalous usage patterns, analysis of misalignments
between users’ goals and users’ beaviour, and visualisation of usage
patterns. The main research avenue the survey’s authors suggest
is the development of task-related usage models that can act as a
term of comparison for actually observed usage patterns.
The focus of the work presented in [17] is on how the particular
data a system records and stores have an influence on the usage
patterns that can actually be observed. In most cases, these corresponds to the input of the very devices the users are expected
to operate like, e.g., keyboard and mouse [9]. However, it is possible to use sensors that, while not being part of the system at the
core of the experiments, capture the way users behave [22, 31]. For
instance, DRUM, a video-based usability evaluation tool, records
video and audio of the usability evaluation sessions which are then
used to build interaction logs and to compute usability performance
metrics [22]. With the collected data, experts can measure user
performance. Several attempts have been made to automate this
process by looking at user behaviour [17, 19].
For example, the Automatic Mental Model Evaluation tool supports cognitive scientists in studying user behaviour by providing
the degree of routinization, a novel metric computed from user
perfomance measurement and the Petri net model of the evaluated
task [29]. More recent research has looked into applying machine
learning techniques to identify specific user behaviours. For example, ErgoSV is a system capable of targeting usability shortcomings
through the detection of hesitation in face and voice of users [11].
The system allows the identification of precise moments where
users may have difficulties to interact with the interface allowing
usability specialists to rapidly identify potential design drawbacks.

Figure 1: The left picture shows how the system “sees” the
user while she or he is playing with the dolls. The right picture shows the dolls and how the inertial sensors are embedded in them.

While ErgoSV uses automatic processing, it still requires usability experts to review the collected data. In order to refine usability
evaluation based on questionnaires for online information systems,
Oztekin has built a system capable of identifying usalibility problems related to perception [27]. Given a set of Likert scale questions
covering usability dimensions, the system tries to identify the relationship between experts’ usability ratings for each question and
the overall usability of the system, using predictive models. The
usabilty dimensions are then ranked by importance allowing designers to focus their effort to improve the relevant issues and
significantly increase the overall usability. However, this approach,
which has also been applied to e-learning platforms [28], requires
user evaluations results.
Beyond user behaviour, usability evaluation data has the potential to reveal users’ characteristcs. For example, applying machine
learning algorithms on data collected from the mouse used by participants to play Where’s Waldo on a computer, Brown et al. were
able to link users’ personality to performance [9]. In addition of being able to predict from the input device data whether a user would
complete the task slowly or quickly, they found that personally
traits such as locus of control, a measure of perceived control over
external events, would help predict user task completion speed as
well.

3

THE SYSTEM

The system used in the experiments is designed to administer automatically the Manchester Child Attachment Story Task (MCAST) [15],
the instrument that child psychiatrists use most commonly to assess
the attachment condition of children. During the standard MCAST
administration, the assessors show the children five vignettes that
portray mildly stressful situations (for example, a child that wakes
up at night after a nightmare). After each of the vignettes, they ask
the children to complete the story with the help of two dolls that
represent the child and a caregiver. The way the children represent
and complete the stories provides information on whether their
attachment is secure or insecure.
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The software infrastructure of the system runs on a Windows
10 laptop equipped with an Intel i7-6700HQ quad core processor
and a dedicated Nvidia GeForce GTX 960M graphics card. A Griffin
PowerMate USB [2] controller was used as a simple physical push
button to allow the children to interact with the software when
required. An Intel RealSense SR300 kit [1] was used to capture video
data during the assessment. The two custom dolls were designed to
enclose in their 3D printed body a Tinycircuit stack [3] including a
Tinyduino computer, a Bluetooth low energy module and an inertial
measurement unit module (Figure 2). All the data were stored on
the laptop using a custom designed software running in parallel to
the assessment administration software.

3.1

Figure 2: The picture shows the system how it appears to
the users. The screen displays the videos where an actor displays the story stems, the play mat reproduces a house with
garden, the dolls are used to enact the stories and the large
button in the right part of the pictures is used by the children to move to the next phase.

In line with the practice of child psychiatrists, the system records
the children with multiple sensors. In this way, clinicians can have
at disposition the data they need for the assessment, a step that typically takes place by analysing videos collected during the MCAST
administration. For this reason, the system records head and upper
part of the body with a camera (see the right picture in Figure 1) and,
in addition, it captures the motion of the dolls with inertial sensors
(see left picture of Figure 1). These are embedded into the dolls
and measure their acceleration, informing on the way the children
move them when they complete the stories of the vignettes.
Figure 2 shows how the system appears to the users. The children
are given a play mat that reproduces the house where the stories of
the MCAST take place. Miniature wooden furnitures allow one to
distinguish between the different rooms pertinent to the MCAST
stories (kitchen, bedroom, etc.). Furthermore, they have at disposition the instrumented dolls to enact the stories and a large button
to tell the system that they are ready to move to the next step of
the process (see Section 3.1 for a list of the steps). The last element
is the screen where the system displays five videos where an actor
delivers the stories corresponding to the five MCAST scenarios. The
system delivers the story stems in the same way as psychiatrists
do to engage children. At the end of the video, the actor asks the
child undergoing the test to complete the story with the dolls and
the system remains on hold until the child pushes the button that
allows the transition to the next step.

Interaction Steps and Tasks

To complete the administration of the MCAST, the system guides
the experiment participants through the following interaction steps:
(1) Story Stem Delivery (SSD): the interface displays a video in
which an actor delivers a story stem that corresponds to one
of the MCAST vignettes, at the end of the story stem the
actor asks the child to enact the continuation of the story
using the dolls;
(2) Story Enacting with Dolls (SED): the child completes the story
stem delivered in the video with the dolls and, once done,
pushes the button to move to the next phase;
(3) Question about Child’s Feelings (QCF): the system displays a
video where an actor asks the child to describe the feelings
of the child doll in the story;
(4) Answer about Child’s Feelings (ACF): The child describes the
feelings of the child doll in the story and, once done, pushes
the button to move to the next phase;
(5) Question about Caregiver’s Feelings (QMF): The system displays a video where an actor asks the child to describe the
feelings of the caregiver at the end of the story;
(6) Answer about Caregiver’s Feelings (AMF): The child describes
the feelings of the caregiver at the end of the story and, once
done, pushes the button to move to the next phase;
(7) If the five MCAST story stems have been delivered, the administration of the test ends, otherwise the system goes back
to step 1 for the next story stem.
The children are expected to perform different tasks at every step
and this should lead to observable differences in terms of behaviour.
In particular, each of the steps above corresponds to one of the
following two tasks:
• Enact and Answer (EA) is the task of representing the stories with the dolls and answering the questions that the
actors pose through the screen, it is therefore performed in
correspondence of steps SED, ACF and AMF above;
• Watch and Listen (WL) is the task of acquiring information
about the MCAST through the videos that the system displays, it is therefore performed in correspondence of steps
SSD, QCF and QMF above.
The tasks are designed to be alternative to each other, i.e., they
cannot be performed effectively at the same time (e.g., a child that
speaks and enacts a story cannot acquire information at the same
time). Therefore, it is possible to expect that children acting according to the design of the system perform only one of the tasks at
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• The mean absolute deviation of the norms:

any one time. Furthermore, the task being performed should be the
one associated to the ongoing interaction step.

4

f3 =

THE APPROACH

Feature Extraction

According to the literature, the best way to represent the signals
captured with inertial sensors is to measure the statistical properties of the acceleration over short time intervals, the analysis
windows [34]. These must be short enough to ensure that the statistical properties of the acceleration remain stable, but long enough to
contain movement patterns of interest. The observation of the data
suggests that variability of frequency higher than 1 Hz is not of interest and, therefore, it is sufficient to have 2 analysis windows per
second (corresponding to a feature sampling rate of 2 Hz). For this
reason, the analysis windows include 30 samples (corresponding
to 1 second of length) and a new window starts every 15 samples
(corresponding to a step of 0.5 seconds).
An analysis window includes the N samples a®t , . . . , a®t +N −1 and,
for each of them, the approach calculates the norm yk = |a®t +k | and
then extracts the following features inspired by [34]:
• The average of the norms:
f1 =

(3)

k =0

Section 3 shows that the system includes three sensors with the
same sampling rate (F = 30 Hz), namely two accelerometers (one
per doll) and one camera that captures the upper body of the experiment participants (see left picture in Figure 1). Each of the
accelerometers generates a sequence of acceleration vectors A =
(®
a 1 , a®2 , . . . , a®T ), where a®t ∈ R3 (the notation does not include an
index of the doll for the sake of notation lightness). In parallel,
the camera produces a sequence I = (I 1 , I 2 , . . . , IT ), where It is a
video frame. In the case of the accelerometers, the A sequences
are preprocessed with a high-pass filter (cut-off frequency of 0.2
Hz) to eliminate the effect of gravity [32]. Since the sensors are
synchronized, frame It and acceleration a®t correspond to the same
point in time.
The goal of the approach proposed in this section is to automatically map, at any point in time, the input of the sensors above
into the task a user is expected to perform during the ongoing
interaction step (the system logs allow one to know what is the
interaction step at any point in time). The main reason why this is
important is that the classification accuracy should be higher when
the users behave more coherently with the interaction process. In
other words, the classification accuracy, whether measured individually or averaged over a group of users, is expected to measure
how coherent is the usage behavior with the expectations of the
interaction design.
The rest of this section describes the two main steps of the
approach, namely feature extraction and classification.

4.1

N −1
1 Õ
|yk − f 1 |,
N

N −1
1 Õ
yk .
N

(1)

k =0

• The standard deviation of the norms:
v
u
t
N −1
1 Õ
f2 =
(yk − f 1 )2 .
N −1
k =0

where the symbol |.| stands for the absolute value.
• The root mean square:
v
u
t N −1
1 Õ 2
f4 =
yk .
N
• The interquartile range:
f 5 = min yk − max yk ,
yk ∈Q 1

(5)

yk ∈Q 4

where Q1 is the upper quartile (the set that includes the 25%
of the highest yk values) and Q4 is the lower quartile (the
set that includes the 25% of the lowest yk values).
In this way, it is possible to obtain a five-dimensional vector f® =
(f 1 , . . . , f 5 ) for every analysis window and, in ultimate analysis,
to map the sequence A generated by every accelerometer into a
sequence of feature vectors f®t .
In the case of the camera, every frame It of the sequence I is
fed to OpenFace [4], a publicly available software package that
extracts the head pose of any portrayed individual. In this way,
every frame It is converted into a vector h®t ∈ R3 , where the three
components correspond to pitch, yaw and roll, the three angles that
fully characterize the head pose. As a result, the original sequence
of frames I is mapped into a sequence of vectors h®t . Thanks to the
synchronization between camera and inertial sensors, it is possible
to downsample the sequence of head pose vectors and to preserve
only the h®t samples that correspond to the beginning of the analysis
windows.
As a result of the above, the signals captured with the three
sensors have been converted into three synchronized sequences
of feature vectors (2 vectors per second). This makes it possible to
perform the classification not only for each sensor individually, but
also through early fusion of multiple modalities (see below).

4.2

Classification

Every task can be thought of as a class Ck that should give rise
to different behaviors and, hence, to feature vectors that occupy
different regions of the feature space. The goal of the classification
step is to map each feature vector into one of the classes Ck ∈ C,
where C is the set of all possible classes and, correspondingly, of
all tasks. The mapping is performed using Mixtures of Gaussians
(MoG) [6], i.e., weighted sums of multivariate Gaussian distributions
that provide the probability of observing a given feature vector
when the signals have been captured during the task corresponding
to class Ck :
p(®
x |Ck ) =

G
Õ
i=1

(k )

(k )

(k )

α i N (®
x | µ®i , Σi ),

(6)
(k)

(2)

(4)

k=0

(k )

where G is the number of Gaussians in the mixture, µ®i and Σi
are mean and covariance matrix of the i th Gaussian in the mixture,
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School Year P1 (5-6) P2 (6-7) P3 (7-8) P4 (8-9)
Female
5
7
6
5
Male
8
9
8
4
Total
13
16
14
9
Table 1: Distribution of participants across school levels (P1
to P4 stand for Primary 1 to Primary 4). The numbers in
parenthesis correspond to the age-ranges of the children attending a given school level.

(k)

respectively, and the α i

are the mixing coefficients:
G
Õ
i=1

(k )

αi

= 1.

(7)

Once the MoGs have been trained for all classes Ck ∈ C, the classification can be performed by maximizing the a-posteriori probability:
C ∗ = arg max p(®
x |Ck ),
Ck ∈ C

(8)

where C ∗ is the class the vector is assigned to.
The approach can be unimodal (the classification is performed
separately over the data captured with the different sensors) or
multimodal (the classification is performed jointly over the data
captured with multiple sensors). In this latter case, the different
modalities can be combined through early fusion. Such a method
corresponds to the concatenation of the feature vectors extracted
from multiple sensors at a given time t to obtain a multimodal
vector z® and, then, to the application of the following decision rule:
∗

C = arg max p(®
z |Ck ),
Ck ∈ C

(9)

where the MoGs have been trained over the feature vector concatenations z®t .

5

EXPERIMENTS AND RESULTS

The approach described in Section 4 has been tested in a study that
has involved 52 children. The rest of this section describes the study
participants, the experimental protocol, the training of the MoG’s
and the classification results.

5.1

Step
SSD SED QCF ACF QMF AMF
Task
WL EA
WL
EA
WL
EA
Fraction (%) 38.3 38.4 4.1
8.5
4.9
5.8
Table 2: The table shows the distribution of the data time
across the different steps and tasks. Every interaction step
requires the participants to perform one of the two tasks,
namely Watch and Listen (WL) or Enact and Answer (EA).
Section 3.1 provides more detail about the relationship between steps and tasks.

The Participants

The experiments have involved 52 children randomly recruited
among the pupils of several primary schools. In total there are
23 female and 29 male children and the age ranges between 5
and 9 (Table 1 shows the distribution across the school levels).
The total length of the multimodal recordings collected during the
administration of the MCAST is 8 hours, 59 minutes and 4 seconds.
Every recording includes the video of the child that undergoes the
test and the acceleration signals captured via the inertial sensors
embedded in the two dolls (see Section 3).
The average duration of the recordings is 10 minutes and 22 seconds, with a minimum of 6 minutes and 24 seconds and a maximum
of 19 minutes and 27 seconds (the standard deviation is 2 minutes
and 55 seconds). The average duration for the female participants
is 10 minutes and 38 seconds, while it is 9 minutes and 32 seconds
for the male ones. According to a two tailed t-test, such a difference

is not statistically significant. The same applies to the differences
between children belonging to different school levels. In particular,
the average is 11 minutes and 1 second for P1 children, 8 minutes
and 46 seconds for P2 children, 10 minutes and 14 seconds for P3
children and 9 minutes and 54 seconds for P4 children.
The videos collected by the system have been analysed by a
pool of assessors that have applied the MCAST to decide whether a
child is secure or insecure. The results show that 28 children have
been considered secure and 24 insecure. The fraction of insecure
children is 46.1% (24 out of 52), not far from the typical percentage
of insecure individuals in the population [13, 25]. In this respect,
the 52 children should be sufficiently representative of an average
sample in the population.

5.2

Experimental Protocol

Every child has participated in the experiments individually in a
room that was not accessible to anyone else for the duration of the
test. Every participant has been invited to sit in front of the system
and to find a position allowing her or him to comfortably reach
every point of the play mat with both hands. After a short introduction, the experimenters have adjusted both camera, position and
orientation to ensure the proper capture of children’s face and play
mat. Then, the experimenters have told the children that they were
going to play a game in which they had to complete the stories
narrated by the system using child and mummy doll. In addition,
they explained how and when to push the progression button (see
Section 3). Before starting the test, the experimenters asked the
children whether they were still happy to participate and, in case
of negative answer, they accompanied the children back to their
class.
Whenever necessary, the experimenter helped the children to
set up the playground to match the story content. When ready, the
children pressed the button to play the story vignette (Figure 2)
and then went through all the system interaction steps described
in Section 3.1. As soon as the story started, the interaction between
the children and the experimenter was kept to a minimum to ensure
genuine reactions from children at all times.
Table 2 shows the distribution of the data time across the steps
of the interaction process described in Section 3. Almost 75% of
the total time corresponds to two steps, namely SSD (Story Stem
Delivery) and SED (Story Enacting with Dolls). This is not surprising because these are the two main stages of the MCAST and,
correspondingly, the two most important steps of the interaction
process. Overall, 47.3% of the time corresponds to task WL and the
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Accuracy vs Modality

66
64

α̂ =

Accuracy (%)

62
58
56
54
52
C

M

H

HC

CM HM HCM

Figure 3: The chart shows the accuracy and standard error
for child doll accelerometers (C), mommy doll accelerometers (M), head pose (H), bimodal combinations of such
modalities (HC, CM and HM), and combination of the three
modalities (HCM).

remaining 52.7% to task EA. The patterns extracted at the feature extraction step have been labeled according to the task corresponding
to the ongoing step.

5.3

Training

The training of the Mixtures of Gaussians has been performed
through Expectation-Maximization with a k-fold experimental protocol. The participants have been split into 4 disjoint subsets of 15
children each (the intersection between any two subsets is empty
and the union of all the subsets corresponds to the whole dataset
at disposition). The experiments have then been performed in 4
successive iterations and, at each of these, 2 subsets are used for
training, 1 for validation (necessary to find the optimal number of
Gaussians in the mixtures) and 1 for test. At each iteration a different subset is used for test and, at the end of the 4 iterations, every
subset has been used once as a test set and once as a validation set.
In such a way, it is possible to test the approach over the whole
corpus at disposition while keeping a rigorous separation between
training and test data. In addition, the protocol ensures that the
experiments are participant independent, meaning that a child is
never represented in both training and test set.

5.4

Õ

pc2 ,

(10)

c ∈C

60

50

the a-priori probability of class c (the fraction of samples belonging
to c in the data), the accuracy α̂ of a random classifier that assigns
a sample to class c with probability pc is as follows:

Classification

The classification can be performed using the three available modalities individually (head pose, accelerometer of mummy doll or accelerometer of child doll), the three possible combinations of two
modalities, or the combination of the three modalities (the combination is performed through early fusion in all cases). Figure 3
shows the corresponding performances in terms of accuracy, the
fraction of times the classification is performed correctly. If pc is

where C is the set of all classes. The accuracy α̂ is 50.1% in the
experiments of this work and can serve as a baseline to test whether
the accuracies of Figure 3 are better than chance. According to a
two-tailed t-test, they are in all cases (p << 0.01).
The comparison between the classifiers shows that the accelerometer embedded in the child doll (C) is the least accurate and the
difference with respect to all of the others is statistically significant.
The accelerator embedded in mummy doll (M) performs better than
C, but it is less accurate than all of the others to a statistically significant extent. For the head pose (H), the statistically significant
differences are those with respect to HM and HCM (the same applies to HC). Finally, HCM improves to a statistically significant
extent over all other cases. Such a pattern of comparisons suggests
that the head pose is the individual modality that leads to the highest accuracy, but its performance can be improved, to a statistically
significant extent, by taking into account the accelerometer embedded in mummy doll. Furthermore, C is the least accurate classifier,
but it can improve, through early fusion, the performance of M and
HC. In other words, C seems to carry useful information only when
it is used in conjunction with M.
One possible explanation of the pattern above is that the MCAST
aims at identifying how the children perceive the relationship with
their caregiver to be. Therefore, the way that children move mummy
doll (assumed to represent the caregiver in the MCAST) and, in
particular, how they move it with respect to child doll reflects the
change of behavior from one interaction step to the other to a better
extent.
Figure 3 shows the overall accuracy of the approaches, but it
does not show whether the accuracy changes significantly from
one participant to the other. For this reason, Figure 4 shows the
accuracy for each participant separately in the case of the HCM
combination. According to a single-tailed t-test, there is no difference between participants of different gender or participants of
different school levels (see Table 1). However, there is a statistically
significant difference between secure and insecure children and,
in particular, these latter tend to show lower accuracy. Such a tendency seems to be sufficiently consistent to be observed not only
for the combination of all modalities (HCM), but also for all other
approaches (see Figure 5).
Such a result seems to confirm the expectations of the attachment framework [24], the HCI theory stating that the same internal
model that drives the behavior of children towards caregivers drives,
at least to a certain extent, the behavior of users towards digital
artifacts. In fact, insecure children tend to perceive their caregivers
as unresponsive or insensitive. The resulting tendency to replicate
such an attitude might explain why they tend to behave less coherently with the expectations underlying the software design. The
main implication of these findings is that the system is robust to
age and gender, meaning that the users can achieve high accuracies irrespectively of such characteristics, but not to attachment.
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Accuracy per Participant

90
Accuracy (%)

80
70
60
50
40
30

Secure
Insecure

Participant

Figure 4: The chart shows the accuracy for each of the experiment participants individually. Every participant has been rated by
attachment assessors that have analysed the video recordings captured by the system. Correspondingly, children in different
attachment conditions are represented with different colors.

Comparison Secure / Insecure

70

Secure
Insecure

Accuracy (%)

65
60
55
50
45
40

C

M

H

HC

CM

HM HCM

Figure 5: The chart shows, for every approach used in the experiments, a comparison between secure and insecure children. The error bar corresponds to the standard error.

This suggests that any changes aimed at making the system more
inclusive should target the insecure users.

6

DISCUSSION AND CONCLUSIONS

This article has presented experiments aimed at investigating the
interplay between Child-Computer Interaction and attachment, the
psychological construct that accounts for how children perceive
the relationship with their parents to be [33]. In particular, the
experiments have shown that there is a statistically significant
association between attachment condition and task-recognition
accuracy, a measure of how consistently the children behave with
the design of the system used in the experiments. In other words,
the experiments seem to confirm that attachment plays a role in
Child-Computer Interaction, in line with attachment-based theories
recently developed in HCI [14, 26]

The recognition approach used in the experiments is basic and
does not take into account temporal aspects, i.e., it does not capture
the temporal evolution of the users’ behavior. In fact, Mixtures of
Gaussian do not take into account the sequential aspects of the
data like, e.g., Hidden Markov Models, Conditional Random Fields
or Long Short Term Memory networks. However, the association
between attachment condition and task recognition accuracy can be
observed irrespectively of modality or combination of modalities
being used (see Figure 5). In this respect, the effect appears to
concern both cues considered in this work, namely head pose and
movement of the dolls (see Section 3). This can possibly confirm
that the observations of this work result from an actual difference
between the ways secure and insecure children respond to the
system.
One possible explanation of the results in Figure 5 is that insecure children do not perform the tasks asked by the system or, at
least, they do not perform them as well as the others (e.g., they
do not look at the screen when needed or move the dolls at the
wrong moment). Such an observation is in line with Attachment
Theory [7], in particular when it comes to the observation that
insecure children have more difficulty in displaying the appropriate
behavioural response to the signals they receive [8]. Therefore, the
results of the experiments do not simply show that there is an association between task-recognition accuracy and attachment, they
also show that such an association is coherent with the expectations
associated to the way attachment works.
While there is an association between task recognition accuracy
and attachment, no association has been observed between taskrecognition accuracy and age or gender. Therefore, such factors
are unlikely to explain usage differences across children. This is
important because it means that the system appears to be equally
usable to both female and male users. Furthermore, it suggests
that all chldren between 5 and 9 can use equally well the system,
something that cannot be given for granted because of the major
cognitive developments that take place in such an age range.
From a technological point of view, the observations above are
important because attachment is a trait that develops in early childhood, but tends to remain stable during the entire life [21]. Therefore, the effects observed for children are likely to apply to adults

Woodstock ’18, June 03–05, 2018, Woodstock, NY

too. According to the literature, the percentage of insecure individuals in the population is between 40% and 50% [13, 25]. This might
mean that a similar percentage of technology users is subject to
effects like those presented in the experiments of this work. Therefore, if the effects observed above correspond to actual difficulties
in operating the system, a large fraction of users are more challenged than the others due to individual characteristics that cannot
be controlled or changed. This violates the principles of inclusive
design [18] according to which technology should never exclude
or challenge users because of physical, cognitive or psychological
limitations.
One of the main advantages of the proposed approach is that it
does not require the users to provide an explicit feedback. Furthermore, there is no need for an observer to be co-located with the
users and, hence, have a possible influence on their behavior. These
aspects are particularly important in the case of the children that,
especially when very young, might not be in condition to provide
genuine feedback or to properly verbalize their experience (see
Section 1). In this respect, however simple, the proposed approach
confirms that it is possible to obtain indications about software
usage through automatic analysis of behaviour.
The focus of this work is on a system that administers a psychiatric test to children and, to the best of our knowledge, it is one of
the very first works to analyse in quantitative terms the interplay
between attachment and Child-Computer Interaction. However, the
same approach can be used for any other system that can record
observable behavioral evidence and that implements an interaction
process in which it is possible to identify different steps in an unambiguous way. The conditions above are the norm rather than
the exception given that even the most common input devices (e.g.,
keyboards and mice) can be used to record the behavior of the users.
Furthermore, it is common to design an interaction process as a
sequence of steps during which the user is expected to interact differently with the system. In this respect, the approach proposed in
this work can potentially be applied to a wide spectrum of contexts.
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